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1. Introduction

Text classification problem is widely studied in ma-
chine learning and data mining. The goal of text
classification is to classify document into prede-
fined categories. Some recent algorithm (Pang et al.,
2002) (Joachims, 1998) (Yang, 1997) (Hofmann, 1999)
(Blei et al., 2003) show satisfying results on general
topic based dataset. In this project, we address a
specific Transboundary Freshwater Dispute Database
from the Geo-Science department. The documents
are extracted from newspaper articles describing wa-
ter scarcity and water resource related conflict in
the western United States. Each document is rated
with a numerical score between 5 (most cooperative)
and -5 (most conflictive), with neutral events with
score 0, according to international freshwater conflict-
cooperation scale (Yoffe & Giordano, 2003).

This is essentially quite similar to the sentimental clas-
sification problem (Pang et al., 2002)where the goal is
to classify opinions in the review. We explore both
the high dimensional word representation and topic
representation of the document and compare experi-
ment results both on classification accuracy and se-
mantic meanings. We adopt Latent Dirichlet Alloca-
tion (LDA) to model document as a mixture over a set
of topics. We represent document with different num-
ber of topics learned simultaneously from the training
text. Although the classification error is slightly higher
than the word representation, we are able to achieve
meaningful semantics from this topic representation.

Section 2 discuss related work in text classification; de-
tails about LDA are described in Section 3; in Section
4 we present our experiment results and analysis; we
summarize in Section 5.

2. Related Work

Text classification is generally viewed as a supervised
learning problem. The goal is to learn classifiers from
training examples in order to classify unseen text au-

tomatically.

Before feeding to any standard classifiers, the first
step is to represent documents into a suitable fea-
ture vector. If we assume a unigram model, that is
words are drawn independently from a single distri-
bution for each document. Adopting a bag-of-word
model which does not take into account the position
of words, the document can be represented as a fea-
ture vector, where each distinct word corresponds to
a feature with the value as the number of occurrence
in one document. A more sophisticated way is to add
a distinctiveness weight term for each feature, that is
the term frequency-inverse document frequency (tf-idf)
representation(Salton & Buckley, 1988). Some uni-
versal classifiers like SVM (Joachims, 1998) or Naive
Bayes (Yang, 1997) are then used to classify the doc-
uments.

Problems of those word-based representation are that
the feature spaces are of very high dimension and quite
sparse, since documents usually contains more than
thousands of vocabulary and the occurrence probabil-
ity of every word is low. And such high dimensional
sparse representation has no semantic meanings to hu-
man beings.

In order to reduce the representation dimensionality
and retrieve semantics from the representation. Gen-
erative topic modelling is proposed. By introducing a
latent topic variable, each document is a mixture of
topics and each topic has its own characteristic word
distribution that forms hierarchical Bayesian model.

Topic modeling provides methods for automatically or-
ganizing, understanding, searching and summarizing
large electronic archives. Uncover the hidden semantic
patterns of a document. Usually each topic will have
semantic meanings described by the words with high-
est probability under each topic. The number of topics
is much smaller than the size of vocabulary while still
describe the key information about a document.

Latent Dirichlet Allocation(LDA) (Blei et al., 2003)is
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an improvement of the former Probabilistic Latent Se-
mantic Analysis(pLSA) model (Hofmann, 1999) by as-
suming a smooth Dirichlet prior distribution for the
topic mixture weight parameter θ instead of ill-defined
conditioning on training samples in pLSA. Therefore,
it is a well-defined generative model which generalizes
well to unseen documents and has fewer parameter to
estimate. The details about LDA is described in the
following section.

3. Latent Dirichlet Allocation

Latent Dirichlet Allocation was originally introduced
by Blei et al. (Blei et al., 2003) in 2003 and is a topic
model which can be used in many different applications
in information retrieval and related areas. The main
goal is to represent a corpus of documents by a statis-
tical model for reasons like dimensionality reduction,
simple representation of documents or just infer hid-
den relations between documents. Topic models make
the basic assumption that documents are mixtures of
topics, where each topic is a probability distribution
over words. The documents share the same set of of K
topics. In figure 1 we see an article where the differ-
ent colors correspond to different topics. We see that
words with the same color belong to the same topic.

Figure 1. A document consist of multiple topics.

Latent Dirichlet Allocation is a generative model. It
specifies a simple probabilistic procedure by which
documents can be generated. To generate a new doc-
ument we first choose a distribution over topics. This
is drawn from a Dirichlet distribution, so we have a
multinomial distribution over topics. Then, for each
word in that document, one chooses a topic at random
according to the multinomial distribution and draws a

word from that topic.

This whole process is illustrated in the following figure
and summarized below:

Figure 2. Generative process of a new document.

1. Choose θ ∼ Dir(α)

2. For each of the N words wn:

(a) Choose a topic zn ∼ Multinomial(θ)

(b) Choose a word wn from p(wn|zn, β), a multi-
nomial probability conditioned on the topic
zn

The generative process described here does not make
any assumptions about the order of words. The only
information relevant to the model is the co-occurrence
of words. This is also known as the bag-of-words as-
sumption. Standard statistical techniques can be used
to invert this process, inferring the set of topics that
were responsible for generating a corpus of documents.

3.1. Dirichlet Distribution

Since LDA assumes that a document is a mixture over
topics and we can represent this distribution with a
multinomial, it is convenient to choose the Dirichlet
as a conjugate prior. In other words we treat the topic
proportions for a document as a draw from a Dirichlet
distribution. The Dirichlet distribution has some nice
properties on the simplex. If we consider each of the
corners of a simplex as a word then we can represent
a topic as a point in this simplex. This topic satisfies
the constraint that the distribution over words has to
sum to one. If we now consider multiple topics in
that simplex we can span a new topic simplex in the
word simplex and put a Dirichlet distribution on that
simplex. The following figure illustrates this:
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Figure 3. 3 word - 3 topic simplex. The equidistant lines
correspond to the Dirichlet distribution.

So choose a distribution over topics will give us one of
the red points in the topic simplex. We then draw the
words from this multinomial.

3.1.1. Graphical Model of LDA

In graphical models it is convenient to represent re-
peated random variables with the plate notation,
where the number in the corner of the plate stands
for the number of times it is repeated. As a standard
notation shaded variables indicate observed values. θ,
Z and β are the variables we would like to infer.

Figure 4. Graphical Model of Latent Dirichlet Allocation.

3.2. Supervised LDA

In the following section we go into more detail about
supervised LDA. First will give some details about
sLDA for regression which is introduced by Blei et al.
in (Blei & McAuliffe, 2008). The second model we de-
scribe is supervised LDA for classification which was
first introduced by Fei-Fei, L et al. (Fei-Fei & Perona,

2005) in 2005. The difference between the previous
discussed unsupervised LDA and this supervised LDA
model is that, for each document, we draw a class la-
bel, and based on the class label, we choose a different
Dirichlet prior.

3.2.1. Regression

In the sLDA model for regression, the goal is to infer
latent topics that are predictive of the response. Ba-
sically each document is generated as in the unsuper-
vised case but then is assigned to a response variable
y according to the assigned topics z1:N by a general-
ized linear model. The response depends on the topic
frequencies which actually occurred in the document.

y|z1:N , η, σ ∼ GLM(z̄, η, σ)

where

z̄ :=
1

N

N∑

n=1

zn

and η, σ are the response parameters of the generalized
linear model. Basically we first use inference to get the
topic proportions for a new document and the predict
a label according to this topic proportions.

Figure 5. Graphical Model of supervised LDA for regres-
sion.

3.2.2. Classification

This model differs from the previous discussed sLDA
model in the generative process. First we choose a
category label and according to this label we draw a
multinomial θi from the Dirichlet distribution.
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Figure 6. Graphical Model of supervised LDA for classifi-
cation.

3.3. Inference

When fitting a generative model, the goal is to find
the best set of latent variables or in other words the
best set of topics that can explain the observed data.
In a first step we want to find these topics and in a
second step we want to use the model to infer the
topic distribution of new documents. Exact inference
in latent Dirichlet allocation is intractable (Blei et al.,
2003). Therefore we approximate the posterior distri-
bution with variational inference. The basic idea of
convexity-based variational inference is to make use
of Jensen’s inequality to obtain an adjustable lower
bound on the log likelihood. Variational inference in-
troduces a simplified graphical model with q(θ, z1:N )
which denotes a variational distribution over the latent
variables. After setting up an optimization problem,
the parameters of the variational distribution can be
found by minimizing the Kullback-Leibler divergence
between the variational distribution and the true pos-
terior distribution.

For the purpose of parameter estimation Blei et al.
(Blei et al., 2003) presented an EM algorithm for LDA.
We can say, for arbitrary q(z)

ln p(D) = &(q) +KL(q||p)

in other words, the logarithm of the model evidence
can be decomposed into two terms which is illustrated
in the following graph:

Figure 7. Initial configuration.

The Kullback-Leibler divergence is always greater than
or equal to zero, so the blue line is always on or be-
low the red line. The term &(q) is basically a lower
bound on the model evidence. We obtain the best
approximation for the model evidence by minimizing
the Kullback-Leibler divergence. For parameter esti-
mation, we want to maximize the log likelihood of the
model, i.e. push up the red line.

In the E-step we minimize the Kullback-Leibler diver-
gence by setting it to zero where we get the following
representation:

Figure 8. E-step: set the q distribution equal to the poste-
rior distribution. Minimizing the KL-divergence.

In this step θold is fixed. In the following M-step we fix
q and we maximize with respect to θ. Graphically we
push up the blue line and so the red line will increase
as well. In practice the model evidence will increase
more than the blue line.
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Figure 9. M step: the distribution q(Z) is held fixed and
the lower bound L(q, θ) is maximized with respect to the
paramter vector θ.

We iterate between these two steps and so estimate
our model parameters.

4. Experimental results

4.1. Preprocessing steps

For the experiments, we treated each en-
try of the ’Event Summary’ column in
Final WWIS UC Event Database.xls’ as a docu-
ment. We applied the following preprocessing steps
on the dataset.

• Remove non-ascii characters, punctuation, etc.
and convert all text to lower case

• We ignore the stop words. The stop words are
a subset of the standard list from nltk tool kit
in Python. We excluded most of the stop words
from the corpus, but we did not exclude words like
’not’,’but’,’against’ etc. which we thought could
be important for this corpus.

• Apply Porter stemming algorithm to stem the
words (eg. A stemming algorithm reduces the
words ”fishing”, ”fished”, ”fish”, and ”fisher” to
the root word, ”fish”.)

• Convert each document to bag of words represen-
tation. We ended up with a 5036 document x 7749
vocabulary size matrix. From this, we randomly
sampled 3000 documents as the training set and
the remaining 2036 were treated as the test set.

• The original ratings were integer values between
-5 to 5, but we grouped together some of the rat-
ings to get a more balanced dataset. The ratings
were lumped as follows, Class1: -5,-4,-3, , Class2:
-2,-1, Class3: 0, Class4: 1,2,Class5: 3,4,5

4.2. Experimental set-up

We considered two different approaches: In the first
set-up, we treated the problem as a classification prob-
lem. In the second set-up, we treated the class index
as a real valued entry and treated the problem as a
regression entry. Note that, even though the original
ratings lie between -5 to 5, in the regression model,
we consider the regression ratings to take on values
between 1 to 5. In the LDA models, we also optimize
for hyperparameters. We used Tom Minka’s ’Fastfit’
toolbox (Minka, 2003) for ML estimation of Dirichlet
distribution. Note that the ’Fastfit’ toolbox also re-
quires the ’Lightspeed’ toolbox. Our Matlab code is
fairly vectorized and also handles sparse dataset for-
mat.

4.2.1. Classification model results

For classification, we used the Supervised LDA model
discussed in Section. 3.4 with 50 topics. We also com-
pared the results to Naive Bayes and SVM on the high
dimensional bag of words representation. For SVM,
we used the LIBSVM toolbox (Chang & Lin, 2001).
The parameters of SVM were optimized by using grid
search using the range suggested by authors of the
toolbox. We actually optimized the parameters using
the entire training set and used the same parameter
settings for subsequent experiments. We also applied
an unsupervised LDA using 30 topics. We then fed
the topic representation for each document as the in-
put to SVM and obtained classification results. The
comparison of different methods is shown in Table. 1.
We can observe that the classification accuracy ob-
tained by Supervised LDA model is very close to that
obtained by LDA+SVM. However, the classification
accuracy obtained by the topic representation is lesser
than that obtained by the bag of words representation.

Table 1. Comparison of classification results
Accuracy SLDA LDA + LDA + Naive B-O-W B-O-W

Classification SVM SVM Bayes SVM SVM
(Gaussian) (Linear) (Gaussian) (Linear)

Train 37.53 52.27 35.1 76.63 99.43 99.2
Test 31.28 32.76 31.78 42.83 25.25 42.39

4.2.2. Regression model results

We applied regression based models, obtained real val-
ued outputs and then rounded off the values to get
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the nearest class label and evaluated the classification
accuracy. Our motivation for using regression based
models for classification, was to treat the class labels
as ordinal and not independent. (For instance, if a
topic contained lots of positive words, we would ex-
pect the regression weight of that topic to be high).
Hence, we report only the classification accuracy and
not MSE. For regression, we used the Supervised LDA
model discussed in Section. 3.3 with 30 topics. We
also compared the results to Linear Regression (LR)
and eps-SVM for regression on the high dimensional
bag of words representation. For SVM, we used the
LIBSVM toolbox (Chang & Lin, 2001). We also ap-
plied an unsupervised LDA using 30 topics. We then
fed the topic representation for each document as the
input to LR and SVM and obtained classification re-
sults.

Table 2. Comparison of regression results
Accuracy SLDA SLDA LDA + LDA + B-O-W B-O-W

+SVM + LR LR SVM LR SVM
(Linear) (Linear)

Train 28.43 22.7 21.36 27.46 19.46 92.93
Test 25.78 23.52 23.37 26.62 2.55 27.16

5. Discussion

Since the results were not as good as we expected them
to be, we tried to investigate approaches to increase
classification accuracy.

5.1. Feature selection

We thought that the large number of features could
be problematic. So, we tried two different approaches
for reducing the number of dimensions. First, we
employed Mutual information-based feature selection
along with SVM. The results are in Fig. 10. Another
common approach is to remove words that occur less
than ’k’ times in the entire corpus. We employed this
technique with Naive Bayes classifier. The results are
available in Fig. 11. We can see that in both cases, the
test accuracy does not vary significantly with respect
to feature selection.

In some sentiment classification papers, the authors
suggested using presence/absence of word as feature
instead of actual counts of occurrence. We observed
that (Fig. 10) presence/absence did improve classifi-
cation results with SVM. However, since LDA based
models depend on bag-of-words representation, we did
not pursue this further.

Figure 10. Feature Selection (SVM), classification results
on 3 classes (negative, neutral, positive)
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Figure 11. Presence/Absence Vs Count

5.2. Training set size

We also wanted to investigate the effect of number of
training examples on the classification accuracy. We
fixed a common test set of 2036 test examples. We
varied the fraction of training examples from 0.1 to 1
in steps of 0.1. Each time, we draw a random sample
from the training set of 3000 examples and train the
classifier. For instance, when fraction is 0.1, we used
300 training examples, when 0.2, we used 600 training
examples and so on.

5.3. Visualization of topics

Here, we provide some visualization of the topics to
check if the groupings intuitively make sense. We first
show the top 5 topics (based on P (topic|class) ) for
each class
Top 5 topics for class 1 are 11 14 19 27 10
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Figure 12. Fraction of Training data Vs. Test accuracy

Top 5 topics for class 2 are 11 10 18 30 27
Top 5 topics for class 3 are 11 14 27 10 13
Top 5 topics for class 4 are 11 3 30 13 9
Top 5 topics for class 5 are 11 3 13 10 27

We now display the top words for each topic based on
P (word|topic).

Topic 11: water use suppli also’ user’ provid’
Topic 3: counti’ agreement’ approv’ agre’ commiss’
Topic 27: state’ engin’ offic’ protest’ applic’ turney’
Topic 14: court’ rule’ judg’ appeal’ district’ decis’
Topic 10: ha’ not’ becaus’ attorney’ repres’ sinc’ ani’
Topic 19: file’ against’ claim’ lawsuit’ suit’

We can see that all classes contain topic 11 which con-
tain some of the popular words in the corpus. Topic 3
is present in classes 4 and 5 and we can see that topic
3 contains lots of positive words. Similarly, topic 14 is
very popular in negative labels and it contains words
like appeal,rule etc. The entire list is available in the
file results cs539 suplda 5class 50topics.xls

5.4. Results on 20Newsgroup dataset

To double-check our implementation of the different
methods, we applied the classification models to the
20Newgroup dataset. We used the 20Newsgroups data
1 for document classification. The original dataset1

consists of 18824 documents belonging to 20 different
topics (class label). We used the same train-test split
as in the original dataset. We removed words occur-
ring more than 5000 times in the entire corpus, as well
as words occurring less than 200 times in the entire

1http://people.csail.mit.edu/jrennie/20Newsgroups/

Figure 13. 20Newsgroup: Fraction of Training data Vs.
Test accuracy

corpus. This resulted in 2144 words. We retained
only documents that contained at least 100 words in
them. This resulted in 1990 documents in the training
set and 1327 documents in the test set. The results
are shown in Fig. 13. We can see that the keyword
based approach yields good result on the 20Newsgroup
dataset. This is a much harder problem since we have
to classify one out of 20 classes unlike 5 classes in our
case. This seems to suggest that bag-of-words are suit-
able for general document classification but not very
suitable for sentiment prediction.

5.5. Examples of all classifiers predicting same
wrong label

Based on results from 20Newsgroup dataset, we
thought that the discrimination between classes is not
really due to the actual keywords. Here, we provide
some examples here which illustrate some of the dif-
ficulties involved with bag-of-words based approach.
We mainly looked at examples where all three classi-
fiers predicted the same wrong label. In some of these
examples, the human annotator had assigned a label of
5 while all classifiers assigned 1. Looking at the text,
we found that these are mostly instances where some
organization has been fined (this is treated as class 5
by human annotator), but the text includes some de-
scription about why they were fined (e.g.. ’damage’)
and hence a keyword based approach is not suitable in
this case.

• Sanpete County UT landowners settled a a $
9 million suit against the Intermountain Power
Agency dam operators. The sides reached a set-
tlement out of court for an undisclosed amount of
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money in 1991. The lawsuit stems from spring
floods in 1983 and 1984 that sent water over
the dam’s 80-foot spillway, causing damage for at
least two dozen landowners.

• Paul Saavedra of the office’s water rights divi-
sion said the owners of the more than 20 acres
proposed for Wal-Mart received approval for 73.6
acre feet of water for commercial use in 1982. A
permit, however, is only a ”right to use” and the
water has to actually be put to use within four
years, he said. The site, owned by the Kennedy
family, is vacant. Water rights on the Tijeras vil-
lage site proposed for a Wal-Mart Super Center
are in question and anyone who buys the site will
buy that dispute as well, a representative of the
state Engineer Office said Thursday night.

• But Arapahoe county appealed to the Colorado
Supreme Court, claiming the water court applied
the wrong standard for measuring water availabil-
ity. The supreme court agreed, reversing the de-
cision and sending it back to water court for re-
evaluation. A new trial ended last month.

6. Conclusion

In this project, we adopted various text representation
and classification algorithms to a specific Fresh Water
Dispute Database to automatically analysis the level
of sentiment of the documents. We focused on using
LDA to learning a low dimensional topic representa-
tion of the document and compare experiment results
with traditional high dimensional word representation.
The results showed that the topic representation did
summarize semantics meanings across documents but
performed worse than the word representation in term
of classification accuracy. In fact, neither representa-
tion performed poorly compare to the general topic
classification. As we discussed above, that is because
our underlying bag-of-words assumption is not able to
capture the subtle change of opinion in the sentence.
This suggest a more sophisticated model accounting
for the sequence and syntax of words in the sentence
other than the simple occurrence of words will achieve
better results.
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